BeFORECAST

Deliverable: Statistical post-processing of weather forecasts

Deliverable No.: D4.3

This project has received funding from the Energy Transition Fund

E econom |e of the Belgian Federal Public Service for Economy, SMEs, and

Energy (FOD Economie, KMO, Middenstand en Energie)



DOCUMENT CONTROL SHEET
DOCUMENT INFORMATION

Document title Statistical post-processing of weather
forecasts
Author(s), (organization) Geert Smet (RMI)

Joris Van den Bergh (RMI)
Wim Munters (VKI)

Deliverable No. D4.3

Work Package No. WP4

Lead beneficiary RMI
Dissemination level Public

Date of issue November 2025

DOCUMENT SUMMARY

This deliverable (D4.3) addresses statistical post-processing techniques to improve offshore wind
forecasts in the Belgian North Sea. While numerical weather prediction (NWP) models have advanced
significantly, they still exhibit systematic biases due to imperfect initial conditions and unresolved
subgrid processes. Post-processing methods aim to correct these biases and enhance forecast accuracy,
particularly for wind speed at turbine hub height. The work reported in this deliverable was performed
in the context of T4.3 (Statistical postprocessing of weather forecasts).

Two main approaches were developed and validated by RMI:

e Neural Speed Net (NSN): A neural network trained on lidar and SCADA observations to correct
deterministic NWP wind speed forecasts. NSN effectively reduces bias and mean absolute error
(MAE), compensates for missing wind farm parameterization, and accounts for wake effects.
Validation over a full year and during extreme events (e.g., Storm Ciardn) confirms its
robustness.

e Member-by-Member (MBM) approach: A statistical calibration method applied to ensemble
forecasts from ECMWF ENS. The MBMPS5 variant introduces an additional predictor to better
capture extreme wind events. Both MBMP5 and EMOS-based methods significantly improve
ensemble reliability and probabilistic forecast skill, also during storm events, which is a weak
point of many other post-processing methods.

Additionally, VKI explored classical and machine-learning-based post-processing using advanced
techniques (e.g., LSTM-RNN) to further enhance predictive performance, demonstrating the potential
of hybrid approaches combining spatial and temporal corrections.

Overall, these methods substantially reduce forecast errors, improve bias and spread characteristics,
and enable more accurate wind power scenarios, supporting operational decision-making and grid
stability.
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1 Introduction

Operational weather forecasts nowadays are based on numerical weather prediction (NWP) systems and
have steadily improved in forecast skill over the past decades, the so-called quiet revolution of NWP
(Bauer et al., 2015). However, they still contain errors, originating from imperfect initial and boundary
conditions, and the limited spatial (~1 km) scale they can be run, leading to model errors due to missing
subgrid processes, inaccuracies in the physical parametrizations, and representativeness errors when
interpolating the NWP data to specific locations. For these reasons, systematic biases are often present
in weather forecasts, which can be partly corrected with statistical post-processing techniques (Vannitsem
et al. 2021).

Due to the chaotic nature of the mathematical equations governing the weather (Lorenz, 1963), small
errors in the estimation of the current state of the atmosphere, and errors due to limitations in the
forecast model (because of computational constraints), amplify and lead to uncertainty in forecasts. This
is the case even on relatively short timeframes, such as intraday (6h to 24h) or day-ahead forecasts, and
limits how far ahead a weather forecast can be useful, typically 7 to 10 days in the future. To quantify the
uncertainty in weather forecasts, ensemble prediction systems were developed, the most widely known
and used being the ensemble forecasts of ECMWF (Molteni et al., 1996; Palmer, 2019).

In this report, RMI focuses on two statistical post-processing methods to improve offshore wind forecasts.
The first method consists of a neural network (NSN) applied on deterministic forecasts, described in detail
in section 2.1, while the second method consists of a statistical method (MBM) applied to ensemble
forecasts, described in detail in section 2.2. VKI focused on post-processing a high-resolution deterministic
reanalysis rather than on (ensemble) forecasts in order to assess the performance of different post-
processing techniques to better represent wind farm power in such datasets, as described in section 3.
Finally, section 4 provides an overall conclusion of the work performed.

2 Post-processing wind speed from NWP forecasts [RMI]

2.1 Neural Speed Net (NSN)

A neural network developed initially for wind power forecasting (Van den Bleeken et al., 2025), called
Neural Power Net (NPN) and described in BeFORECAST deliverable D5.2 Performance assessment of wind-
farm now- and forecasting, is adapted here for post-processing of NWP wind speed forecasts.

2.1.1 Neural network architecture

It takes wind speed, wind direction and lead time from NWP forecasts as input and is trained on observed
wind speed in the Belgian offshore zone (BOZ) from lidar (or SCADA) data provided by wind farm
operators. The use of model wind direction allows the neural network to learn (and correct for) the
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considerable wake effects in the BOZ. Forecast lead time is taken as an additional input, as it’s well-known
that NWP forecasts tend to have biases that are different at night than during the day, and forecast error
increases with lead time. Only forecasts initialized at 00h UTC are used for both training (~1 year of data
in 2022) and validation (~1 year of data in 2023).

The neural network is a multi-layer perceptron (Almeida, 2020) implemented in Python using the Keras
framework with PyTorch backend. As specified above, it has 3 input layers (wind speed, wind direction,
lead time), and one output layer (wind speed). The same setup was used which was found optimal for the
neural power network (NPN), namely three intermediate layers of each 64 nodes, in combination with
mean absolute error (MAE) as training loss, using stochastic gradient descent with Adam optimizer, and
early stopping. We refer to this neural network architecture as the Neural Speed Net (NSN). Since the
NWP forecasts are available at 15-minute output frequency, but lidar (or SCADA) data is typically available
at 10-minute output frequency, the training and validation of NSN is done at 30-minute temporal
resolution.

2.1.2 Validation results

The Neural Speed Net (NSN) was tested on RMI’s operational ALARO 4 km model, hereafter referred to
as ALO4, and an experimental version with wind farm parameterization (Van den Bleeken et al., 2025),
hereafter referred to as ALO4 WFP, and further described in BeFORECAST deliverable D4.2
Intercomparison of mesoscale models including wind-farm parameterization implementations. It was
trained and validated against lidar data from an anonymous wind farm.

Since we noted that the NWP wind field becomes less smooth in the BOZ when the wind farm is switched
on, as a result of taking into account mesoscale wake effects, we investigated two versions of ALO4_WFP
input. In the first version, referred to as ALO4_WFP, we take the same NWP grid point as used in the
operational ALO4, when matching with the lidar location. A second version, referred to as ALO4_WFP_NR,
uses a slightly different grid point, closer to the actual location of the lidar, and therefore in theory more
optimal.

Wind speed forecasts at turbine height from ALO4 and ALO4_WFP were post-processed with NSN, and
evaluated against lidar data from an anonymous wind farm. Figure 1 shows NSN significantly improving
the positive bias of ALO4, and negative bias of ALO4_WFP, leading to almost zero bias. A zoomed-in
version of this figure, is shown in figure 2, where ALO4 is removed in favor of ALO4_WFP_NR_NSN. It
confirms that the NR versions of ALO4_WFP and ALO4_WFP_NSN score slightly better, as expected.
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Fig 1: BIAS of turbine height wind speed forecasts for ALO4 and ALO4_WFP, with and without correction by NSN, averaged over
the period 1 January—14 December 2023, evaluated against lidar observations from an anonymous wind farm in the BOZ.
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Fig 2: BIAS of turbine height wind speed forecasts for ALO4_NSN, ALO4_WFP_NSN and ALO4_WFP_NR_NSN, averaged over the
period 1 January—14 December 2023, evaluated against lidar observations from an anonymous wind farm in the BOZ.
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Fig 3: MAE of turbine height wind speed forecasts for ALO4 and ALO4_WFP, with and without correction by NSN, averaged over
the period 1 January—14 December 2023, evaluated against lidar observations from an anonymous wind farm in the BOZ.

Wind speed, 20230101-20231214

2.0

e M

=
216
o
<C
=
144 e —
( model
—— ALO4_NSN
—— ALO4 WFP_NSN
) —— ALO4 WFP_NR_NSN |
—— ALO4_WFP
—— ALO4 WFP_NR
1L0+1— T T T T
0 10 20 30 40 50 60
lead time [h]

Fig 4: MAE of turbine height wind speed forecasts for ALO4_NSN, ALO4_WFP_NSN and ALO4_WFP_NR_NSN, averaged over the
period 1 January—14 December 2023, evaluated against lidar observations from an anonymous wind farm in the BOZ.
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The corresponding MAE scores of figures 1 and 2 are shown in figures 3 and 4 respectively. It shows NSN
both correcting for the less optimal grid point used in ALO4 and ALO4_WFP, and being able to compensate
for a missing WFP in ALO4, with ALO4_NSN, ALO4_WFP_NSN and ALO4_WFP_NR_NSN all lying relatively
close together in Figure 4.

However, ALO4_WFP_NR_NSN still seems to score slightly better in terms of MAE overall.

An evaluation of the models, split per wind direction is shown in figures 5 and 6. It shows the NSN being
able to take into account wind direction dependent (wake) effects, behaving similarly to ALO4_WFP_NR
in many wind directions and clearly improving upon ALO4 everywhere. Note also the different bias
behaviour in figure 5 for the NSN and WFP models in the N and SW directions, which might be due to a
shading effect (caused by nearby wind turbines) as the lidar is located inside the wind farm (at the offshore
high voltage station).

Neural networks trained to optimize MAE can sometimes have the downside of underestimating the
extremes. We therefore looked at the most extreme example in the validation period, namely storm
Ciardn on 2 November 2023, where the results of NSN still seem satisfactory. Time series of ALO4 and
ALO4_WEFP, with and without correction by NSN, are shown in figure 7. Compared to the operational
ALO4, both the WFP and NSN models are closer to the lidar observations at most lead times. Near the
peak of the storm, the NSN models do predict a somewhat lower peak, but this is also the case for the
ALO4_WFP_NR forecasts.
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Fig 5: BIAS of turbine height wind speed forecasts for ALO4 and ALO4_WEFP, with and without correction by NSN, averaged over
the period 1 January—14 December 2023, split per wind direction (all forecast lead times from 5 up to 24 h), evaluated against
lidar observations from an anonymous wind farm in the BOZ.
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Wind speed, 20230101-20231214 (lead time 5h-24h)
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Fig 6: MAE of turbine height wind speed forecasts for ALO4_NSN, ALO4_WFP_NSN and ALO4_WFP_NR_NSN, averaged over the
period 1 January—14 December 2023, split per wind direction (all forecast lead times from 5 up to 24 h), evaluated against lidar
observations from an anonymous wind farm in the BOZ.
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Fig 7: Time series of turbine height wind speed forecasts for ALO4, ALO4_WFP, with and without correction by NSN, for 2 November
2023, during storm Ciardn. Observations from lidar at an anonymous wind farm in the BOZ, in blue.
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Finally, the NSN wind speed post-processing can be combined with the NPN wind power model, both of
which are discussed in BeFORECAST deliverable D5.2 Performance assessment of wind-farm now- and
forecasting.

2.2 Member-by-Member approach (MBM)

A lot of existing research and development pertains to statistical postprocessing of wind speed at 10
meters, typically using observations from meteorological stations (see e.g. Vannitsem et al., 2022, and
references therein). Wind speed correction at turbine hub height has been considered in fewer studies.
Siuta et al. (2017) make use of wind-farm-averaged nacelle wind speed observations and various
Gaussian-based uncertainty models to provide probabilistic forecasts up to one day ahead. Worsnop et
al. (2018) consider the postprocessing of deterministic NWP wind speed forecasts at two tall-tower
locations to generate wind power scenarios for probabilistic ramp event prediction. Ben Bouallegue et al.
(2016) postprocess ensemble wind speed forecasts at 100 meters, making use of observations from
meteorological towers on (FINO) offshore research platforms. Phipps et al. (2022) consider EMOS-based
postprocessing of 100 meter wind speed and wind power aggregated over electricity bidding zones in
Sweden, using the ERAS5 reanalysis as ground truth, and Van Poecke et al. (2025) investigate an ML-based
approach using Transformers, applied to 100 meter wind speed, also with ERA5 as ground truth.

The use of observations directly from wind turbines or lidars situated in wind farms for postprocessing
purposes has been investigated only in a very few limited cases. The value of nacelle wind speed
observations in this context was demonstrated in the work of Siuta et al. (2017). Supervisory control and
data acquisition (SCADA) wind speed observations are registered by anemometers at turbine nacelles in
all offshore wind farms, and present a promising data set for postprocessing purposes.

In this work package, we make use of SCADA and lidar wind speed data, obtained from wind farm
operators on the condition of anonymity, to investigate the use for operational postprocessing of the RMI
storm forecast tool (Smet et al., 2018). We also specifically consider storms that can cause wind farm cut-
out events.

2.2.1 Post-processing method

We choose the member-by-member (MBM) postprocessing approach, developed at RMI (Van
Schaeybroeck & Vannitsem, 2015) due to its ease of implementation and the fact that it does not require
long training data sets. We use the MBM method to generate scenarios for the entire set of lead times.
Due to the specific requirements concerning storm events (and their associated turbine cut-outs), we add
an extra predictor to the classic MBM method to better capture the high wind speed events. The resulting
MBM method (with 4 calibration parameters) is denoted MBMP5. The MBMP5 corrected ensemble
forecasts are consistent ensemble trajectories, preserving space, time and inter-variable correlations, that
can be converted to corrected wind power scenarios in a second stage. In this way, SCADA wind farm data
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and lidar data is shown to improve the ECMWF ENS wind speed forecasts at turbine height and
corresponding wind power generation forecasts for the wind farm.

We refer to Van Schaeybroeck & Vannitsem (2015) for technical details on the MBM method. “Traditional
MBM” has 4 calibration parameters: ensemble mean (additive) nudging and (multiplicative) scaling, and
nudging and scaling of the ensemble spread (typically resulting in variance inflation of the underdispersive
raw ensemble). MBMP5 adds one extra parameter with the square of the ensemble mean as predictor.
MBM can be implemented with different objective (loss) functions. We make use of the so-called CRPS
MIN MBM approach, which minimizes the kernel continuous ranked probability score (CRPS), without any
assumption on the underlying error distribution (Van Schaeybroeck & Vannitsem, 2015). Optimization is
performed with the Nelder-Mead simplex algorithm, implemented in python with the scipy optimize
package (Gao & Han, 2012). MBMP5 needs a training data set of at least a few months, or preferably
longer, e.g. a fixed year or rolling training window.

For comparison purposes, we also implement a distributional regression method based on Ensemble
Model Output Statistics (EMOS), where a truncated normal distribution (TN) is fitted at each lead time,
also with an additional predictor / regression parameter corresponding to the square of the ensemble
mean, which we denote EMOSS5. This is followed by sampling evenly spaced quantiles from the TN and
ensemble copula coupling (ECC) to restore correlations. This approach has been shown to be analogous
to MBM approaches (Schefzik, 2017).

2.2.2 Validation results

The MBMP5 and EMOS5 post-processing methods were trained on 100m wind speed forecasts from the
ECMWF ENS ensemble (ECEPS), with a full year training period in 2022, and a full year validation period in
2023. We will discuss here results trained/validated against lidar observations from an anonymous wind
farm. Very similar results can be obtained using SCADA wind speed data, when calculating an average
wind speed for the wind farm, e.g. by averaging SCADA wind speed data over four corner turbines of the
wind farm.

Figure 8 shows the bias of the ensemble mean of the post-processed ensembles becoming close to zero,
with much improved MAE as shown in figure 9. Both the MBMP5 and EMOS5 methods have very similar
scores, and can be considered equal in terms of performance. This is also seen in figures 10 and 11, with
slightly better CRPS for EMOSS5, but spread to RMSE ratio slightly closer to one for MBMP5.

One advantage of the MBMP5 member-by-member approach is that it leads to realistic ensemble
members directly, without any need for additional post-processing like ensemble copula coupling which
is necessary to create ensembles suitable for scenarios when using EMOS5. An example of an MBMP5
post-processed ensemble during storm Mathis (30 March - 1 April 2023), is shown in figure 13, with
corresponding raw ECMWF ensemble in figure 12. It can be clearly seen in figure 12 that the observed
wind speed is frequently outside the range given by the raw ensemble. This is corrected by the MBMP5
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post-processed ensemble in figure 13, where the observations now almost always fall nicely within the
ensemble. This is also true for the peak of the storm(s), as a benefit of the additional parameter with the
square of the ensemble mean as predictor, which specifically targets extreme events. A small downside is
that the wind speed of the most extreme ensemble members tends to get inflated in certain cases,
sometimes to unrealistically large wind speeds. A simple method to solve this is to set an explicit maximum
wind speed for the post-processed forecasts, based on the raw ensemble and some fixed maximum value,
e.g. 40 m/s.

Wind speed, 20230101-20231231
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Fig 8: BIAS of the ensemble mean of the raw ensemble (ECEPS), and the post-processed ensembles (ECEPS_PP_MBMP5 and
ECEPS_PP_EMOQS5), averaged over the period 1 January—31 December 2023, evaluated against lidar observations from an
anonymous wind farm in the BOZ.
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Fig 9: MAE of the ensemble mean of the raw ensemble (ECEPS), and the post-processed ensembles (ECEPS_PP_MBMP5 and
ECEPS_PP_EMOQS5), averaged over the period 1 January—31 December 2023, evaluated against lidar observations from an
anonymous wind farm in the BOZ.
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Fig 10: CRPS of the raw ensemble (ECEPS), and the post-processed ensembles (ECEPS_PP_MBMP5 and ECEPS_PP_EMOQOS5),
averaged over the period 1 January—31 December 2023, evaluated against lidar observations from an anonymous wind farm in

the BOZ.
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Wind speed, 20230101-20231231
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Fig 11: Ratio of spread and RMSE of the raw ensemble (ECEPS), and the post-processed ensembles (ECEPS_PP_MBMP5 and
ECEPS_PP_EMOQS5), averaged over the period 1 January—31 December 2023, evaluated against lidar observations from an
anonymous wind farm in the BOZ.
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Fig 12: Time series of 100m wind speed forecasts of the raw ensemble (ECEPS) in green, for the period 30 March 2023 - 1 April
2024, during storm Mathis. Observations from lidar at an anonymous wind farm in the BOZ, in blue.
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Fig 13: Time series of 100m wind speed forecasts of the MBMP5 post-processed ensemble (ECEPS_PP_MBMP5) in green, for the
period 30 March 2023 - 1 April 2024, during storm Mathis. Observations from lidar at an anonymous wind farm in the BOZ, in
blue.

3 Post-processing wind farm power from a high-resolution reanalysis
dataset [VKI]

This section provides an overview of VKI’'s work on statistical and machine-learning post-processing of a
three-year dataset of wind conditions over the Belgian North Sea produced using the Weather Research
and Forecasting (WRF) model in order to correct errors and improve offshore wind forecasts and power
predictions. The study leverages LiDAR observations from Westhinder and Europlatform, as well as hourly
ENTSO-E power production data for Belgian offshore wind farms (2021-2024) as ground truth. The
primary goal was to understand and reduce systematic biases in WRF outputs and enhance predictive
accuracy for operational decision-making. The current section provides a summarizing overview, while
further details can be found in the report by Boersma et al. (2025), attached in Appendix A. First, the data
and preprocessing steps are outlined. Then, the different methods for postprocessing are introduced and
their results are shown in a qualitative manner. Thereafter, the performance of different methods is
compared and suggestions for future work are formulated.

3.1 Dataand Preprocessing
3.1.1 WRF numerical dataset

A WRF dataset spanning three years (2021 — 2024) with a high resolution of 1 km including wind farms
parameterized using the Fitch scheme was generated at the VKI. Figure 14 illustrates the domain setup
for these simulations, as well as a snapshot of processed wind speed deficits. The dataset consists of a
wide range of atmospheric variables (wind speed, wind direction, humidity, ...) at 10 min temporal
resolution. It was originally created to study the accuracy of long-range wake simulations in the Southern
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Bight of the North Sea. Further details on the setup and accuracy of these simulations can be found in
Palatos-Plexidas et al. (2025).

@)

-4

3

Wind Speed
deficits (m/s)

W

Fig 14: (a) Domain setup for three-year WRF simulations. Nested domains are shown in blue (9 km grid spacing), black (3 km), and
red (1 km). Black dots in the red domain indicate wind turbines included in the simulation through the Fitch wind farm
parameterization. (b) Sample processed wind speed deficit snapshot, indicating the locations of the Westhinder (red) and
Europlatform (orange) lidars.

3.1.2 Observations

Observational data consists of LIDAR wind speed and direction measurements (see Fig 14b) and publicly
available hourly wind power outputs for Belgian offshore wind farm from the ENTSO-E database. Data
cleaning involved removing invalid entries, imputing missing values, and aligning timestamps across
datasets. Exploratory analysis revealed seasonal and diurnal variability, systematic overestimation of wind
speeds at higher altitudes, and spatial heterogeneity between upstream and downstream LiDAR sites.
These findings informed feature selection, including turbine-level wind speed/direction and temporal
indicators (hour, month).

3.2 Methodology and results

WRF simulations were correlated with above observations to quantify errors and learn correction
functions between simulated and observed power values. Three post-processing approaches were
implemented: multiple linear regression, random forest regression, and a long-term short-memory
recurrent neural network (LSTM-RNN). The postprocessing target was hourly power data for Norther wind
farm from the ENTSO-E dataset. Full input features of each of the models include:

e Norther power predicted by WREF,

e Wind speeds for each turbine in Norther,

e Wind directions for each turbine in Norther (encoded as sine and cosine),

e Hour of the day (to capture potential diurnal effects),

e Month of the year (to capture seasonal effects).

ETF BeFORECAST Deliverable Report Page 16 of 24



Furthermore, testing was also performed with a reduced set of features, in which wind speeds and
directions were averaged over all turbines to investigate the added value of spatial variations in the
features.

3.2.1 Multiple Linear Regression (MLR)

A straightforward multiple linear regression was applied first. Figure 15 illustrates samples of training and
testing data. Despite correcting systematic overestimation near rated turbine capacity (Fig 15 bottom),
the model struggled with low-output conditions and exhibited unphysical oscillations (Fig 15 central).
Figure 16 shows scatter plots of the full dataset compared to the target ENTSO-E power values. It is shown
that, although MLR reduces the spread and improves the correlation, the spread is still significant and
unphysical negative power values are predicted.
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Fig 15: Examples of training (top) and testing (middle and bottom) data using a multiple linear regression MLR technique to
calibrate raw WRF output (orange) to ground truth ENTSO-E power (blue).
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3.2.2 Random Forest Regression (RFR)

A random forest model was trained to predict the power production of Norther wind farm. Full details on
the model are contained in appendix. The random forest captured non-linear relationships and spatial
patterns, outperforming linear regression. Feature importance analysis revealed WRF power output as
dominant, followed by wind speeds at turbines on the outer edges of the wind farm, confirming wake and
exposure effects (see Figure 17). As shown in Figure 18, the model corrected high-output biases and
maintained physical plausibility (no negative outputs).
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Figure 17: Feature importance of random forest inputs in correcting Norther wind farm power output.
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3.2.3 LSTM-RNN

The LSTM-RNN architecture modeled temporal dependencies using 24-hour sequences for sequence-to-
one prediction. Full details of the architecture are included in Appendix. Two configurations were tested:
full turbine-level inputs (as described above in 4.2) and reduced inputs, in which wind speeds and wind
directions were first spatially averaged over all turbines before feeding into the model. Hyperparameter
tuning optimized dropout, learning rate, and hidden units. The best-performing model combined LSTM
with a least-squares regression layer, achieving R? = 0.772, RMSE = 63 MW, MAE = 44 MW. Qualitative
analysis showed improved temporal alignment and partial correction of WRF time-lag but persistent
underprediction of extremes due to the Huber loss function prioritizing mid-range accuracy.
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3.3 Discussion and Recommendations

Table 1 compares the performance for all models in capturing Norther wind farm power output compared
to the baseline raw WRF outputs. All models successfully improved WRF predictions, with LSTM-RNN + LS
regression delivering the highest gains. Random Forest effectively captured spatial heterogeneity, while
LSTM addressed temporal dynamics. However, none consistently modeled extremes, underscoring the
need for physical constraints. Qualitative observations confirm that hybrid approaches could combine
spatial and temporal strengths.

ETF BeFORECAST Deliverable Report Page 20 of 24



Table 1: Model performance comparison for Norther wind farm.

Model Feature Set R? RMSE (MW) MAE (MW)
WRF (raw) - 0.689 73.7 49.0
MLR Full 0.725 69.3 46.7
RFR Full 0.733 68.4 46.1
LSTM-RNN Full 0.757 65.1 49.5
LSTM-RNN Reduced 0.764 64.2 48.2
LSTM-RNN+LS Reduced 0.771 63.2 43.5

Challenges include over/under-prediction at extremes, lack of physical constraints, and residual time-lag
effects. Purely data-driven models risk unrealistic outputs, such as fluctuating saturation levels in LSTM
predictions and spurious negative power production in MLR models. As such, several recommendations
for future work can be formulated:

e Exploring alternative loss functions (e.g., quantile loss) to better capture extremes.

e Incorporate physical constraints (e.g., turbine rated capacity) into architectures or sequential
post-processing layers.

e Investigate hybrid models combining Random Forest for spatial corrections with LSTM for
temporal dynamics.

e Add richer temporal encoding and additional features such as boundary layer stability over the
relatively simple features considered in the current study (WRF power, turbine wind speed,
turbine wind direction, hour and month).

e These findings demonstrate the potential of advanced post-processing techniques to complement
physics-based NWP models, improving offshore wind forecasting accuracy and reliability.

4 Conclusion

The work presented in this deliverable demonstrates that statistical post-processing is a powerful
complement to physics-based NWP models for offshore wind forecasting. Neural Speed Net effectively
corrects deterministic forecasts, reducing bias and MAE while accounting for wake effects and grid-point
mismatches. The Member-by-Member approach improves ensemble reliability and probabilistic skill, also
for extreme wind events (when an extra predictor is added), which are critical for wind farm safety and
energy planning.

Both approaches show clear benefits when validated against lidar and SCADA observations, confirming
the value of high-resolution offshore measurements. VKI’s exploration of advanced machine-learning
techniques further highlights opportunities for hybrid models that combine spatial and temporal
corrections.

Future work should focus on operational integration of these methods, refinement of extreme-event
handling, and coupling with power prediction models. These advancements will contribute to more
efficient offshore wind farm operations and improved renewable energy integration into the power grid.
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Summary

This report describes the work performed during the internship at the Von Karman Institute of
Fluid Dynamics (VKI). The primary objective of the internship was to explore the possibilities of
post-processing of the Weather Research and Forecasting (WRF) model outputs for off-shore wind
applications using statistical and machine-learning methods to reduce systematic errors and improve
output accuracy.

To this end, wind speed and direction observations from two LiDAR stations in the Belgian North
Sea (Westhinder and Europlatform) and the hourly power production of the Belgian off-shore wind-
farms taken from the ENTSO-E transparency platform (data spanning from 2021 to 2024) were
used as ground truth for comparison. After establishing a baseline by comparing WREF outputs
to observation data, three different post-processing models were implemented: (i) (multiple) linear
regression, (ii) random forest regression, and (iii) a sequence-to-one LSTM-RNN. All models were
trained on 80% of the data and evaluated on the remaining 20% using MAE, RMSE, and R2 score
as metrics. The Norther windfarm, situated within the Belgian offshore wind cluster, was used as
a case study for analysis and evaluation of the different methods. One of the issues was that the
WRF model systematically over-predicts power output near the maximum rated capacity for this
windfarm. Linear regression yielded a modest improvement, while the random forest regression im-
proved the predictive performance further and suggested some spatial heterogeneity in the feature
importance. The LSTM-RNN achieved the best accuracy on its own, and was even further improved
using a linear regression correction layer on its output. The LSTM-RNN also compensated for an
apparent time lag between the WRF model output and the observation data.

Despite the improvements, some challenges remained, in particular for predicting peak power out-
puts, especially for the LSTM-RNN. These limitations are most likely due to the behaviour of the
standard loss function used, which tends to prioritize accuracy in mid-range values, and a lack
of physical constraints in the post-processing models used. Nevertheless, the results demonstrate
that data-driven post-processing techniques have the potential to improve the accuracy of the WRF
model outputs in the Belgian off-shore environment.



1 Introduction

The demand on renewable energy sources has increased rapidly over the past few years. Among the
various available renewable energy sources is wind energy, which is a highly weather-driven form
of energy production. With the increased integration of wind energy into the electricity supply,
the need for accurate and reliable wind speed and direction, and power output predictions has also
grown. This is especially relevant for off-shore environments such as the North Sea, where there is
a quickly growing number of windfarms that are operational. Numerical weather prediction (NWP)
models such as the Weather Research and Forecasting (WRF) model are central to the efforts of
obtaining such accurate forecasts, and therefore in supporting windfarm planning and management.
When run at sufficiently high resolution, NWP models can simulate detailed information about
meso-scale phenomena such as boundary layer dynamics and localized weather events [1].

Despite their usefulness, NWP models also often show significant errors, in part due to the scarcity
of observational data over the ocean, leading to a lack of accurate initial conditions to feed into
the model [2]. In addition to limitations in observational data, forecast errors can also arise from
imperfect physical parametrizations, numerical approximations, unresolved small-scale processes, a
lack of computational resources, etc.

Increased efforts have recently been put into (statistical) post-processing methods, in particular
in light of developments in machine learning techniques. Rather than altering the model itself or
changing settings within the model, the various post-processing methods aim to correct errors in the
raw model outputs by finding and leveraging statistical relationships between forecast variables and
(historical) observation data. These methods can improve accuracy and reliability of model outputs,
especially when applied in a region-specific context, and range in complexity from simple bias cor-
rection to advanced distributional adjustments that account for multivariate dependencies [3]. The
emergence of machine learning (ML) has further expanded on the possibilities of post-processing
methods with models such as random forests or neural networks being very well-suited for modelling
complex, non-linear relationships between predictors and target variables [4].

The work performed during this internship is focussed on the investigation of the reduction of errors
found in WRF model outputs using post-processing methods. Both wind speed and power produc-
tion were considered as target variables, with the goal of improving the predictive accuracy of these
parameters in the Belgian off-shore environment.

The project was structured into several stages, starting out with an exploratory data analysis, mov-
ing into regression methods, and finally machine learning implementations. Initially, the focus of
the project was on improving the wind speed predictions of the WRF model, but this was later
shifted towards post-processing wind power predictions. This decision was motivated in part by the
sensitivity of power output to wind speed errors, as the wind turbine power curve typically follows
a cubic relationship in the operating range.

Following an initial data exploration, baseline performance of the WRF model was assessed through
comparisons with observation data. A basic error analysis was performed to search for systematic
deviations and trends useable as potential features.

Three primary sources of observational data were used. Wind speed and direction data from two
LiDAR stations located in the Belgian North Sea served as ground truth for the WRF wind speed
forecasts, namely at the Westhinder (WHi) platform and the Europlatform (EPL). These sites
represent different locations along the Belgian off-shore zone, and will be discussed further in the
methodology section. The open source data from the ENTSO-E transparency platform was used for
the power output of the Belgian offshore windfarm cluster. These datasets were used in combination
with the corresponding WRF model outputs, and span roughly the three year period from 2021 to
2024.

As part of this explorative analysis, the available data was analysed to find trends and relationships
useful for post-processing. Then, several regression methods were applied, including multiple regres-
sion, random forest regression, and a recurrent neural network (RNN) architecture based on a long
short-term memory (LSTM) unit. The available observational data was split up and used both for
training of these models as well as evaluation.

The performance of the different methods was assessed based on the capacity to reduce errors in
the raw model outputs, and thus improve accuracy. In addition to a quantitative evaluation using



standard statistical metrics, the qualitative behaviour of each method was also analysed.

This report is structured as follows. Section 2 describes the methodology, including the data that
was used, the post-processing methods used, evaluation metrics and the selected cases for analysis.
Section 3 includes the results and discussion of the different methods. Finally, section 4 and 5 outline
the conclusions and recommendations of this report, respectively.

2 Methodology

Before model implementations and comparison, the used data was cleaned by removing invalid data,
data imputation, and time matching between datasets. Time matching was done by averaging the
WREF values over the corresponding hour as the frequency of WRF data was higher than that of the
ENTSO-E data. The average was taken as the ENTSO-E data was calculated as the mean of all
available instantaneous net power output values in each market time unit [5]. For the wind speed
and direction data, the time matching was done based on the time index, without averaging, since
the temporal resolution was the same as that of the WRF output for both datasets.

During the early stages of the internship, several exploratory data analysis tasks were carried out
to build familiarity with the datasets and investigate potential patterns or relationships. These
included analyses of diurnal patterns, seasonal trends, and the temporal variability of wind speeds
and directions at different sites. Some of these analyses were used to inform feature selection for the
modelling approaches used later, particularly in the decision to include time-based features such as
hour and month. Not all of the results of this stage are given in this report to prevent unnecessary
length and preserve clarity. Only relevant findings are discussed in the results section.

As all data used are time-series, the choice for a chronological train and test split was made. 80%
of the data was used for training or fitting purposes, while the other 20% of the data was used for
the testing and comparison of the model. For all of the different models implemented, the same
train-test split was used, unless explicitly stated otherwise.

A description of the Belgian offshore windfarm cluster, with a map, can be found in figure 1.

2.1 WRF model outputs

The model outputs worked with are from the Advanced Research WRF model, which is a meso-scale
numerical weather prediction model solving the compressible, non-hydrostatic Euler equations in the
conservative form [6]. A 3 year long WRF simulation running from 2020 to 2023 was available for
use in this project. The data had a 10 minute temporal resolution and was available both with
and without windfarm parametrization. The parametrization used is a Fitch Scheme, in which the
wind turbines act as drag devices. Then the wake expansion is simulated as turbulent kinetic energy
that is added to the flow. Without explicit windfarm parametrization, the windfarm is treated as a
density distribution, making it difficult to obtain an accurate description of the internal windfarm
velocities, and in turn the velocity deficit and efficiency of the turbines [7]. For this reason, only the
WRF data with windfarm parametrization on was used.

2.2 Europlatform LiDAR data

Two datasets obtained using LiDAR vertical wind profilers were used as observations of wind speed
and direction. One of the LiDAR profilers is located on the Europlatform (EPL) by TNO. Con-
sidering the typical wind direction at the location of the LiDAR (see figure 10), the EPL data is
downstream of the Belgian windfarm cluster.

The available data runs from 01-01-2021 till 31-12-2023, with a temporal resolution of 10 minutes,
identical to the WRF data. The datapoints are taken as the average of all the measurements taken
by the LiDAR profiler within the 10 minute interval.
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Figure 1: Layout of the Belgian cluster of windfarms in the North Sea

2.3 Observation data
2.3.1 Westhinder LiDAR data

The second LiDAR location is placed at the Westhinder (WHi) survey platform. The data used
runs from 04-08-2021 to 08-02-2023, and just as with the EPL data, there is one datapoint per 10
minute interval. The WHi LiDAR profiler is placed upstream of the windfarm cluster in terms of the
dominant wind direction, which is favourable as the LiDAR data is not altered by the wake effects
of the windfarm cluster (figure 3).

2.3.2 ENTSO-E data

The ENTSO-E transparency platform is used to publish and access electricity generation, trans-
portation and consumption data, and information for and about the pan-European market [5]. The
data used is the ”actual generation per unit”, which is the actual generation output in MW per
market time unit and per generation unit of 100MW or more installed generation capacity. The
data is calculated as "the average of all available instantaneous net power output values in each
Market Time Unit”. The temporal resolution of the data is 1 hour.

2.4 Linear regression

Linear regression is a basic statistical method that estimates the relationship between a dependent
variable and one or more independent variables. It does so by fitting a linear equation to the
observation data. The equation for linear regression takes the form of:

Y = B0+ 51 X1 + BoXo + .00 X + € (1)

where Y is the vector containing all of the observation data, i.e. the dependent variable, X1, X5, ..., X,
are the vectors containing all of the features, i.e. the independent variables, [y is the intercept,
051, B2, ..., Bn are the coefficients to be learned by the regression model which represent the weight or
importance of each independent variable and € is the error term. The model tries to find values for
the coefficients that minimize the difference between the predicted values and the observed values.
It does so by minimizing a cost function.

As a method to estimate the coefficients of the model, the choice was made to use an ordinary least
squares method (OLS).

After one-to-one regression for power output to power output, some spatial context was introduced
by including more WRF data. For this, WRF data interpolated to the hub-height (height of the
rotor) of the turbine was used (107m). Power output predicted by WRF remained the main feature,
but on top wind speed and wind direction data was included. Both averaged wind speeds and
direction as well as wind speed and direction at the location of each turbine were added. Various
combinations of inputs were tried.



2.5 Random Forest

A random forest was trained to predict the power production of one of the windfarms in the Belgian
cluster. Initially different windfarms were tried, but later the decision was made to focus only on
the Norther wind farm (see figure 1).

A random forest consists of an ensemble of K regression trees, where each tree is trained on a
different sample pulled from the complete dataset with replacement [8]. This sample is called the
bootstrap sample. When the initial dataset contains N observations, that means

D= {(xi,yi)}f'vzl (2)

where z; is the input vector of features for the i-th observation, and y; is the target variable (ENTSO-
E data here). Then

Dék) C D (with replacement) (3)

is the bootstrap sample, i.e. the random sample with replacement that was drawn from the original
dataset. Each sample was then used to train a single tree within the random forest. Because only a
a subpart of the data was used, there is some diversity among the trees, and no need for a separate
validation set. Since 63% of the original data was used for each tree, the remaining 37% could be
used as so called out-of-bag (OOB) estimation. These OOB samples can be used for an internal
estimation of the model’s generalization performance. For each sample z;, the OOB prediction fO°B
was computed using only the trees that did not include z; in their training set:

fO0B = ﬁ R (4)

ke,

where K; denotes the set of trees where z; ¢ Dék)' The test set however was still required for the
final evaluation and to be able to asses the generalization of the model, as well as for fair comparison
to the other methods.

Another important aspect of training the random forest was ensuring correlation between trees is
not too high. At each node in the tree, a random subset of features was chosen to determine a split,
causing the correlation between the trees to reduce. For Random Forest regression, the output f;
for a given input x; is then the average of all of the predictions from the trees in the forest:

1 L)
fl:gkzz:lfi (5)

where fi(k) denotes the prediction for input x; made by the k-th tree. Ensemble averaging helps
reduce variance and leads to more stable and accurate predictions.

The target variable was defined as the observed power production at the Norther windfarm, as found
in the ENTSO-E data. The features selected to train the random forest were the WRF outputs for
wind speed and direction at the locations and heights of each turbine in the windfarm. The wind
directions were encoded as a sine and cosine, to account for the circular nature of the wind direc-
tion, where the difference between 0 and 360 degrees is meaningless in a linear scale. This way, the
angular continuity is preserved and the model is able to correctly interpret directional proximity.
The WRF predicted power production was also included as a feature. Besides this, temporal features
that were included were the hour, and the month, with the aim of finding some diurnal or seasonal
patterns.

The dataset was divided into training and test sets using an 80-20 chronological split to preserve
the time dependency of the data and avoid future information leakage. To improve model perfor-
mance, all input features and the target variable were normalized to a range of [0, 1] using Min-Max

normalization, where
T — Tmin
Tscaled = ———— " — (6)

Tmaz — Tmin
The scalers were fitted on the training data and then applied to both training and test sets. This
was done to avoid any data leakage.

The random forest regressor was trained using the Scikit-learn library. The model configuration was
as follows:



Number of trees: Nestimators = 100

e Maximum tree depth: max_depth = 10
e Minimum number of samples required to split an internal node: min_samples_split = 10
e Minimum number of samples required to be at a leaf node: min_samples_leaf = 5

Number of features considered at each split: max_features = v/d, where d is the total number
of input features

The random seed was fixed for reproducibility.

2.6 LSTM-RNN

An LSTM-RNN was implemented because of its ability to capture long-term patterns. The internal
structure of an LSTM makes it possible to avoid vanishing or exploding gradient issues which are
common in traditional RNN’s. Because of this, more stable training and improved generalization is
possible.

Architecture and Mathematical Formulation

The LSTM cell keeps an internal memory of past inputs through hidden states and cell states,
making it possible to model time-dependent relationships [9]. More specifically, it processes input
sequences by maintaining two internal states at each time step ¢:

e The cell state c¢;: carries long-term memory across time steps.

e The hidden state h;: represents short-term memory and is also the output of the LSTM unit
at time t.

Information flow through the LSTM is then controlled by the following three gates:
e The forget gate f;: determines which information to discard from the previous cell state.
e The input gate i;: regulates how much new information is added to the cell state.
e The output gate o;: decides what part of the cell state is passed to the hidden state.

If 2; denotes the input vector at time step ¢, hy;_1 the previous hidden state, and ¢;_; the previous
cell state. The LSTM cell operations are then given by:

EN|

fe = o(Wylhe—1, ] + by)
't = O'(Wi[ht_l,l't] + bz)
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oo

)
)
¢ = tanh(We[hs—1, 2] + be) 9)
a=NOa1+itO¢ (10)
or = oc(Wolhs—1, 2¢] + bo) (11)
hi = o4 ® tanh(cy) (12)

Here, o denotes the sigmoid activation function, tanh is the hyperbolic tangent function, ® represents
element-wise multiplication, and Wg, W;, W, W, and by, b;, b., b, are the learned weights and biases
for each gate. For a schematic overview of the LSTM cell, see figure 2.

Sequence-to-one prediction

The time-series was segmented into sequences with a length of 24, so that each training sample
consisted of a sequence of 24 hours (1 full day). Each input sequence was mapped to a single
predicted output value, the power output at the next hour:

{Xe, Xy, -0, Xeqos) = Yegoa (13)
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Figure 2: Schematic of the LSTM cell

This allows the model to learn daily wind behaviour and how it impacts short-term power generation.

Model implementation details

The LSTM model was implemented using the Keras library with a single LSTM layer followed by
a dense output layer. Three different loss functions were tested, which were the MSE, MAE and
Huber loss. The Huber loss function behaves as an MSE or quadratic loss function for small errors,
and like an MAE or linear loss function for larger errors. 2 different values for the threshold between
the two loss functions were tried out (6 =1 A 5). In the end the Huber loss function with a ¢
value of 1 was chosen as the loss function.

The final model configuration was trained with 10 epochs. The same normalization and train-test
split as before was used. Two input configurations were evaluated:

e Full feature input: individual wind speed and direction at turbine locations

¢ Reduced input: spatially averaged wind speed and direction across the wind farm

In both cases, wind directions were encoded as sine and cosine components to avoid any discontinu-
ities at 0°/360°.

The model was trained both with the averaged wind speed and direction as features, as well as
with the same features as before for the random forest, where all the wind speeds and directions
were taken at the location and height of the turbines.All the data was normalized the same way as
described in the previous section.

Hyperparameter optimization

A hyperparameter search was performed to train the LSTM-RNN. Because a full grid search is
computationally very expensive, a random search was done, where a grid was still defined but
instead of trying all the possible combinations (gridpoints), only a random subset of points were
actually tried, and the best hyperparameters from this were chosen. The hyperparameter search
was performed using Keras Tuner’s random search, with roughly 10% of the gridpoints randomly
tried. The grid was defined as follows:

e LSTM units: 128 to 512 (step size 32)
e Dropout rate: 0.0 to 0.6 (step size 0.1)
e Learning rate: [1075,1072], log-uniform
e Batch size: {32, 64, 128}

The tuning was done based on validation loss. Two searches were performed, one for the model with
the averaged wind speed and direction and one for the model with each individual wind speed and
direction included.

The performance metrics were then calculated on the scaled and inverse transformed test data.



2.7 Performance metrics and evaluation

To evaluate the performance of the different models and methods that were implemented, some basic
statistical metrics were used. These included the mean absolute error (MAE), root-mean-square-
error (RMSE) and R2 score:

PASE - 1] 2z (fi = 00)?
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with ¢ running over all the N time-points. f and o represent the model and observation data,
respectively. 0 denotes the mean of the observation data.

MAE and RMSE both reflect the accuracy of the prediction made. The MAE reflects the overall
error level and is simply the mean of the absolute difference between the model output and the
observation data, and as such treats each error equally. The RMSE is the square root of the average
of the squared differences between the model output and the observation data, and as such is more
sensitive to outliers, since the error is squared. The R2 value is indicative of how well variance in
the data is captured, since it is the proportion of the variance in the dependent variable that is
explained by the independent variables. An R2 value of 0 shows that none of the variability in the
data is explained by the model, whereas a model with a R2 score of 1 explains all the variability,
and represents a perfect fit.

R*=1-

2.8 Selected data for analysis

Four week-long periods were selected for qualitative analysis of the different post-processing meth-
ods. Of these 4 cases, 1 week was selected from the period spanning the training data. This was
done to be able to see how and how well each model performs on data it has already seen. This way
over-fitting could be visually detected as well. To this end, the training data was passed through
the model to asses its performance on data it had already seen.

The selected week ran from 08-01-2021 to 15-01-2021. This week contains both the minimum, max-
imum, and midrange power outputs.

The remaining three cases were selected from the test dataset. These spanned the following weeks:
e 01-06-2023 till 08-06-2023
e 15-08-2023 till 22-08-2023
e 23-12-2023 till 30-12-2023

The first week contains mostly midrange power output values, the second week contains periods of
minimum power output values and the third week mostly contains a maximum power output. This
selection allowed for a diverse range of scenarios to be analysed.

3 Results and discussion

This section presents the findings from the data analysis performed on the wind speed, as well as the
performance of the modelling approaches used to predict the wind power output. The effectiveness
of the different models is discussed in terms of predictive accuracy and qualitative behaviour.

3.1 Baseline comparison: WRF vs observation data

To establish a baseline of performance for the WRF model to compare the post-processed data to,
the WRF outputs were first compared to the observational data. The implicit assumption that the



ENTSO-E and LiDAR data are the ground-truth by not considering potential measurement errors
was made.

Figure 3 shows the wind-rose for the WHi LiDAR site over a three-year period. A clear predominance
of south-westerly winds can be observed. This directional bias is important when interpreting wake
effects and turbine exposure in downstream turbines and windfarms. This dominant wind direction
means that considering the locations of the LiDAR profilers, the WHi platform is upstream of the
windfarm cluster, while the EPL platform is downstream.

To determine the model’s capacity to replicate the observed wind speed distributions, the linear
trend between the modelled and observed data was estimated using ordinary least squares (OLS) at
the WHi site (figure 4). Though there seems to be a generally strong linear relationship, the WRF
model overestimates large wind speeds, and to a lesser extend also underestimates low wind speeds.
This is relevant because these higher speeds are in the range of the turbine power curve where small
changes in wind speed can mean large differences in power output. The difference becomes larger
for higher heights, although not all figures are added here.

In addition, seasonal biases in the wind speed were evaluated as monthly averaged differences be-
tween LiDAR measurements and WRF outputs at various heights (figure 5). There do seem to be
fluctuations in the bias per month. Interestingly, like before, at higher heights there is a consistent
overestimation in all months, while at the lower heights (including at the turbine hub-height) there
is a overestimation in some months but a underestimation in others. The underestimation seem to
show up most strongly during the winter months, although this is not conclusive. The magnitude
and direction of the biases also vary from EPL to WHi location, which shows some spatial het-
erogeneity. This could be either from model performance, possibly due to wake effects not being
properly captured by the windfarm parametrization, but it could also be possible that this is due to
some difference in LiDAR accuracy. The spatial and temporal error variability in WRF suggests that
global corrections (e.g., simple bias removal) would be insufficient for correcting the model outputs.
Instead, more flexible correction mechanisms — such as some data-driven models — need to be able
to adjust for site- and time-dependent error structures. Because there is an apparent difference in
accuracy of the prediction from month to month, a monthly time feature was added to the list of
features. Because of known diurnal patterns in wind variability, another temporal feature, namely
hour of day, was added as well.

The power output prediction made by the WRF model is obtained from the wind speeds at the
turbine location and height, where those were converted using a turbine power curve. The wind
speed that was taken was with the earlier discussed windfarm parametrization turned on, meaning
wake effects were included. The wind speeds below a cut-off value return a zero value, while at
the top of the power curve, the output reaches a plateau corresponding to the rated capacity of the
turbine. This flat region reflects the maximum power output achievable under ideal wind conditions.
However, the WRF output exhibits a systematic overestimation near this rated capacity for some of
the windfarms, including the Norther wind-park (see for example figure 7). The original evaluation
metrics between the WRF output and the ENTSO-E data for the Norther wind-park are:

e R2 score: 0.6894
o MAE: 49.04 MW
e RMSE: 73.69 MW

A correlation matrix of part of the feature input that was selected can be found in figure 6. The
full range of wind directions and speeds are left out for clarity, since they show similar trends for
every turbine in the windfarm. The hour of day feature has such a low correlation with the other
features, and most importantly the ENTSO-E power output, that it is unlikely that any diurnal
patterns are of strong influence, and might not be picked up by any of the methods as the turbine
output is more strongly influenced by longer term seasonal trends. The monthly feature shows some
correlation with the ENTSO-E wind power feature and also a very strong correlation with the WRF
wind speed and power, showing that it there might be some seasonal variation in power production,
and that including the monthly feature might help capture some of this seasonal variability. The
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Figure 6: Correlation matrix of some of the features

wind speed and WRF power output also have strong correlations with the ENTSO-E power output,
as could be expected.

3.2 Linear regression

For the linear regression several different configurations were tested to see what the impact of dif-
ferent features was. Initially averaged wind speeds and directions were used, but this yielded worse
results than when the full set of WRF-derived wind speed and direction values at the locations of
each turbine in the windfarm were added to the input. This suggests that there is some spatial
heterogeneity that contains information not captured when using averages. Turbine positional dif-
ferences, possibly related to wake effects or exposure were lost in the averaged input. For some other
windfarms, such as the Northwind windfarm, this difference was less pronounced.

Only adding either wind speed or wind direction also degraded the performance of the regression.
Additionally, the encoding of the wind direction as two separate features by splitting it into its cosine
and sine components made the regressions accuracy slightly higher.

Instead of a 80-20 train-test split, a rolling window was also tested. Here, the regression was fitted on
1 month of data, which was tested on the following week of data. This did not yield any meaningful
improvements or results.

Based on these comparisons, the best performing method was adding both the WRF wind speed and
direction outputs (encoded as sine and cosine) at the location of the turbines to the input, together
with the WRF predicted power output. This will be the regression that is discussed further below.

The discussed comparison periods between the WRF output, ENTSO-E data and regression model
can be found in figure 7.

The density plots of the ENTSO-E data vs the WRF /regression model output are given in figure 8.
The multiple regression scheme showed improved alignment with the ENTSO-E power output, es-
pecially at the upper range of the power output, where the regressed data clearly corrects the
overestimation. This can be seen both from figure 7(d), as well as figure 8(b). However, the model
introduced a different mismatch at the lower power levels. The model tends to over-predict the
output when wind speeds are low to moderate. This is difficult to see from the comparison plots
alone, but when looking at the density plots it can be observed somewhat clearer. This trade-off re-
flects a limitation in the linear approach which struggles to capture the non-linear nature of turbine
the turbine power curve. Since the model is very simple and includes no physical constraints, the
post-processed output also shows some unphysical behaviour, such as dropping below the minimum
power output (0OMW) and oscillating around the maximum value.

The comparison metrics are:

e R2 score: 0.7254
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e MAE: 69.29
e RMSE: 46.71

The metrics indicate a clear improvement in accuracy, which is primarily driven by the better per-
formance near the peak generation levels.

3.3 Random Forest Regression

The random forest regression model outperformed the linear regression approach, with the model
performance being:

e R2 score: 0.7326
e RMSE: 68.3749MW
o MAE: 46.0678MW

The time-series plots can be found in figure 12, and the density plots in figure 11.

Compared to the baseline WRF comparison and the multiple regression model, the random forest
shows an improved alignment with the observed power output across the full range of values. The
maximum power output is again corrected quite well, although there is a slight under-prediction now.
The low values are not over-predicted to the same extent as for the multiple regression, but still
slightly. Overall, the model aligns well across the range of conditions. The minimum predicted value
never drops below 0MW, which can most clearly be seen from the density plot. The correlation of
the data is improved marginally, but from the density plot it can also be observed that the mid-range
values are not structurally corrected. The "shape” of the density plot remains approximately the
same and the data does not show the same level of increased alignment along the ideal correlation
line as observed with the LSTM-RNN model.

Before regularization, the random forest was performing very well on the train dataset, but poorly
on the unseen test data, indicating some over-fitting. After tuning and adding regularization the
performance of the model on the test data matched the performance on the train data closely, indi-
cating that the model was no longer over-fitting, and consequently showing improved generalization.

Random Forest permutation importances
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Figure 9: First 30 features ranked by permutation importance

Figure 9 shows the permutation importance plot for the first 30 features. As expected, the WRF-
derived power output is the dominant predictor. This reaffirms that WRF captures much of the wind
conditions relevant to power output. However, wind speed values at individual turbine locations,
especially wind speeds 2, 7 and 15, where the numbers correspond to the specific turbine within the
windfarm, also show significant importance. The collective importance of the wind speeds suggests
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(c) test data

Power output comparison for Norther Offshore WP
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Figure 7: Time-series plots for WRF data, ENTSO-E data and multiple regression model output
with wind speed and direction as input 14
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that the individual wind speeds contains information that improves the power output predictions
beyond the WRF estimate, and that the random forest is effectively learning some spatial corrections
that WRF does not resolve. This could both be because some locations might be more affected by
wake effects than others, or may be more exposed. The importance tapers off beyond a few turbine
sites, which may indicate either that only a subset of turbine locations contribute unique informa-
tion such as differences in exposure or some site-specific flow features, or that there is a redundancy
between the wind conditions at different turbines due to the high correlation between them. Inter-
estingly, training the model averaged wind speeds and directions degraded the performance. This
might point more to the idea that there is spatial heterogeneity across the wind farm, which the
random forest is able to pick up on. Further evidence for some spatial effects is provided by figure
10, which shows the relative locations of the wind turbines with a colourmap based on the feature
importance of the wind speed. It can be observed that the turbines at the north-western edge of the
windfarm (which is more exposed, and less affected by upstream wakes as there are no neighbouring
windfarms) were assigned a higher importance by the random forest.

Interestingly, despite including time-based features, those did not appear among the most important
predictors, pointing to the fact that the random forest did not capture strong seasonal or diurnal
trends. This could either be due to a weak temporal signal in the data or the model’s tendency to
prioritize higher-variance predictors.
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Figure 11: Comparison of the density plot for the power output, original WRF data and Random
Forest output

3.4 LSTM-RNN

An LSTM-RNN was also trained twice as described in the methodology section: one using full
turbine-level wind input features, and one using spatially averaged inputs. The hyperparameter
searches and subsequent training of the model yielded the following settings and metrics:

Full feature input model

Hidden units: 320

Dropout rate: 0.3

Learning rate: 0.000769
e Batch size: 32
Evaluation metrics:
e R2 score: 0.7573
e RMSE: 65.14MW
o MAE: 49.46MW

Reduced feature input model (averaged wind speeds and direction)
e Hidden units: 512
e Dropout rate: 0.2
e Learning rate: 0.006412
Evaluation metrics:
e R2 score: 0.7640
e RMSE: 64.23MW
e MAE: 48.17TMW

Both models significantly outperformed the WRF baseline in terms of R2 score and RMSE, but
interestingly the MAE was almost as high as the original for the averaged inputs, and even surpassed
the WRF baseline for the full feature input. When a final OLS regression layer was applied to the
averaged LSTM-RNN output, performance improved further, with the metrics being:
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(d) Test data

Figure 12: Timeseries plots for WRF data, ENTSO-E data and Random Forest model output
17




Correlation vs Lag for wspeed_5
T

Correlation
o
Y

Lag (hours)

Figure 13: Timelag the correlation coefficient for a single wind speed

e R2 score: 0.7715
e RMSE: 63.20 MW
e MAE: 43.53 MW

Here, the MAE clearly is lowered by the fitted regression.

Figure 14 contains the selected cases using the reduced feature LSTM-RNN output. The time-series
plots show that there is no consistent maximum power output across time: instead of a consistent
horizontal saturation line as can be seen for both the original WRF outputs as well as the ENTSO-E
data, there is a fluctuating upper bound. Similarly, the minimum values also fluctuate a lot over
time rather than showing periods of a stable zero power output. This again comes back to the model
not having any physically meaningful constraints.

The time-series predictions produced seem to exhibit a somewhat better temporal alignment with
the observation data compared to the original WRF data. In particular, this is noticeable from
a delay of the LSTM-RNN output. A quick time-lagged correlation analysis shows that the WRF
wind speeds seem to consistently lag behind the observed power output, which is likely a discrepancy
that the LSTM has learned and tries to compensate. An example for one of the wind speeds (at
the location of turbine 6) can be found in figure 13. Notably, the time-lag that is observed in the
LSTM outputs is present in both the test and the train data. It is also present for both of the
trained models. Since the regression is not able to influence this time-lag, it also remains present
after applying the OLS regression to the LSTM output, which can be seen in figure 16. The time-lag
seems to make the WRF prediction around the mid-range values better. This is interesting, as from
only the plotted time-series, it seems as though the LSTM does not perform significantly better, yet
based purely on metrics it performs the best.

In terms of the overall distribution of the predicted power values, the LSTM significantly improves
upon the original WRF output data. All density plots made using the LSTM-RNN models can be
found in figure 15. The LSTM plot shows a somewhat denser alignment with the ideal line across
the power range. The tendency of WRF to over-predict when the actual power production is near or
at the rated turbine capacity, is corrected by the LSTM. For the LSTM model trained with the full
feature input, the prediction is over-corrected, with the maximum power output now being lower
than from the observation data. For the model with the reduced feature input, the maximum power
output is also under-predicted, but to a lesser extend. The reduction in feature complexity may have
had a regularizing effect, effectively preventing the model from learning localized over-adjustments
while still improving overall prediction quality. Besides under-predicting maximum values, the model
also over-predicts the lower outputs.

A possible explanation might be the Huber loss function used during training. Huber loss combines
the sensitivity of the mean squared error for small errors and the robustness of MAE for larger
deviations. This means the model is less sensitive to outliers compared to MSE. This can lead
to conservative outputs, where maximum power outputs are under-predicted and low outputs are
over-predicted. Essentially, the model learns to optimize for the central tendency of the distribution,
which improves overall fit but may come at the cost of higher errors at the extremes. This could also
explain the relative increase of the MAE which is then caused by the consistent deviation from the
true values at the extremes due to the optimization for moderate and frequent errors. The regression
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on the LSTM output partially corrects this over /under-prediction, while still maintaining the denser
alignment with the ideal correlation.

These results suggest that there is a potential for correction of some systematic biases, particularly
in time alignment. However, further work is needed to improve on the results presented here.
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(a) Original density plot (b) LSTM-RNN with full feature input

LSTM (reduced) vs. ENTSOE power output (test period)
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(c) LSTM-RNN with reduced feature input (d) LSTM-RNN with reduced feature input and OLS
regression

Figure 15: Comparison of the density plots for the power output, original WRF data and LSTM-
RNN WRF data

Model Feature Set R? RMSE (MW) MAE (MW)
WREF baseline - 0.6894 73.69 49.04
Linear Regression Full turbine features 0.7254 69.29 46.71
Random Forest Full turbine features 0.7326 68.37 46.07
LSTM-RNN Averaged inputs 0.7640 64.23 48.17
LSTM-RNN Full turbine features  0.7573 65.14 49.46
LSTM-RNN + OLS Averaged inputs 0.7715 63.20 43.53

Table 1: Model performance comparison for the Norther windfarm (test set)

4 Conclusion

This internship was focussed on exploring the use of statistical and machine learning techniques to
enhance the predictive accuracy of the Weather Research and Forecasting (WRF) model for off-shore
wind power applications in the Belgian North-Sea. The main focus was to reduce errors found in
the available 3 year dataset of WRF model outputs using observation data, through data-driven
post-processing methods. To this end, three different approaches were implemented and evaluated,
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